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Uber FromDual GmbH

 FromDual bietet neutral und unabhangig:

« Beratung fur MySQL und Galera
« Support fur MySQL und Galera

« Remote-DBA Dienstleistungen
« MySQL Schulungen

« Partner der Open Database Alliance (ODBA.orgq)
DBA

* Oracle Silver Partner (OPN) pEr=m=msie,

www.fromdual.com
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MySQL 5.6 New Features

* InnoDB
Replikation

Partitionen

Optimizer

Performance Schema (P_S)

Verschiedenes...
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NF 5.6 / InnoDB (1)

e Fulltext Indices auf InnoDB Tabellen:

CREATE TABLE “test™ (
“id> int(10) unsigned NOT NULL AUTO INCREMENT,

“data” varchar(64) DEFAULT NULL,

PRIMARY KEY (~id”),
FULLTEXT KEY ~data”~ (" data")

) ENGINE=InnoDB;

EXPLAIN SELECT * FROM test WHERE MATCH (data) AGAINST ('updated');
e e e B S S e o o e +
| possible keys | key | key len | ref | rows | Extra |

| id | select type | table | type
S R S —— S — S R S— S ——— RS ——— R S—— R S +
1 | Using where |

| 1 | SIMPLE | test | fulltext | data
i = e e G — Ao e A e L e e +

« Sphinx und Solr/Lucene obsolet?
« MyISAM obsolet!
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NF 5.6 / InnoDB (2)

 Exportieren von Tablespaces:

mysql> ALTER TABLE test DISCARD TABLESPACE;
shell> scp test.ibd root@remote:/var/lib/mysql/test
mysql> ALTER TABLE test IMPORT TABLESPACE;

 MyISAM definitiv obsolete! (Wer braucht GIS
Indexes?)

e Neuer Default:

innodb file per table = on
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NF 5.6 / InnoDB (3)
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e INnnoDB INFORMATION SCHEMA Tabellen

InoaDB Systom Tables

] INNODBSYS TABLESTATS v

TABLE_ID BIGINTE!1)
NAME VARCHAR(193

INNODB BUFFER *

STATS_INIALIZED VARCHAR(1S0) 4

] INNODB_SYS_TABLES v

] INNODB_SYS_FOREIGN ¥
D VARCHAR(1%3)

e === i PO NAME VARCHAR19)
N FOWS BIGNTIZ1) e st
cuwsT Do SZEBONTE2) U Joncoinmin
omier_noe sz BaNT2! Tere
—_—— — MODIRED_COUNTER BIGNT2Y) 14— SPAGEINT(11) . S 5
Ao BGNT21 . —
per_court T —y T
> I | NAKE VARGHAR b
Lo e 0 ooNTEn ;
I (I o vee s |
® ik w i,
| e !
/‘h SPACE INT(11 "\
— — ] INNODB. SYS_COLUMNS v " ] NNODB_SYS FOREIGN COLS ¥
TheLe 1o sanTn + ‘o vARGHAR19)
NAME VARGHAR(13) i ’]‘ =TT o coL NakE vaRGHARSS
POS BIGINT(21) ! REF_COL_NAME VARCHAR(193)
MTYPE INT(11 === === 5 posinTiry)
PRTYPE INT(11) I >
. Len Tt ————7 !
1
] INNODB_SYS_FIELDS v
o< 0 BMTR1
— NAVE VARCHAR193)
ros s
] s o kg
([ x —Jwcon cue v (2 wHoon.oue e ¥
== e s NTCH
comon.con W1 | |3 compen.cpn w1
—— ——

compress_ops_okINT(11)

compress_tme INT(11
uncampross_ops INT(11
rcampross_tive INT(11)
) NNODB_ CMPMEM ¥
page_sze NT(5)

buffer_pool Insance INT(11

SELECT name, subsystem, count, comment
FROM INFORMATION SCHEMA.innodb metric

+t——_————————————e—e———— e

| name

pages_used INT(11)
pages_roe INT(11
oication_ops BIGINT(21)

oiocation_time INT(11

subsystem

By SRy
| trx_rseg history len | transaction |
| trx_rseg current size | transaction |

compress_ops_okINTI(11) ] INNODB_LOCKS ¥
compress_ime INT(11 ook 1 VARCHAR81)
uncompress_ops INT(1 1 ook 1 VARCHAR(18)
ncompress_ima INT(11) ock_mode VARCHAR(32)
odk_ype VARGHAR(32)

lock_table VARGHAR(
lock_index VARCHAR(102¢)

lock_spaco BIGINTI21

] INNODB_CMPMEM RESET v
page_sizo INT(S)

utor pool instarce NT(11)
o lock_page BIGNTE)

ook rec BIGINTE)
ock_data VARCHAR8192)

relocaton_tine INT(11)

026) [

L

| Zlmnoos_Lock wars v
| | requestng 1o a VARGHAR18)
|
i

roquestod ock i VARCHAR(E
Blockingtr¢ 4 VARCHAR(18)
Blocking_lock id VARG

AR

100aDB Butfer Poot

) INNODB BUFFER PAGE v
POOL 1D BGINT(21
BLOCK 1D BIGNT(21)
SPACEBIGNT(2!
PAGE_NUMBER BIGNT21)
PGE T
FLUSH TYPE BIGNTE!)
FIX_COUNTBIGNTEZN)
1S_HASHED VARGHAR(D)
NEWEST_MODIFICATION BIGNT(21)
‘OLDEST MODIFICATION BIGNT(21
ACCESS TIME BGINTE2Y)
TABLE NAME VARCHAR(1024)
INDEX_NAME VARCHAR(1026)
NUMBER_RECORDS BIGNTE)
DATA SIZE BIGNTE!)
COMPRESSED SIZE BIGNTE)
PAGE_STATE VARCHAR(54
0_FX VARGHARGA)
1S_0LD VARCHAR()
FREE_PAGE GLOCK BIGNTR1)

VARCHARIS4)

A

] NNoDB METRICS ¥
NAME VARCHAR(193)
SUBSYSTEM VARGHAR(193)
counT BiaT2Y)
MAX_COUNT BIGINT2
MIN_COUNT BIGINT(21)
AVG_COUNT DOUBLE
COUNT_RESET BIGINT(21)
MAX_COUNT RESET BIGINTE1)
MIN_COUNT RESET BIGNT(21
AVG_COUNT RESETDOUBLE + +
TIME _ENABLED DATETIME i 3
TIME DISABLED DATETIVE
TIME ELAPSED BIGNT(21)
TIME_RESET DATETIVE
STATUS VARGHAR(195)
TYPE VARCHAR(193)
COMMENT VARGHAR(193)

F 3
] INNODB_ BUFFER_PAGE_LAU v
POOL_ID BIGNT21)
LRU_POSITION BGINT(2!
SeAcE BIGNT(21)
PAGE_NUMBER BIGINT(21)
PAGE TYPE VARGHAR(64)
FLUSH TYPE BGINTE!
FIX_COUNTBIGINT(2!
1S_HASHED VARCHARLS)
NEWEST MODIFICATION BIGNT(21)
OLDEST MODIFICATION BIGNT
AGOESS TME BGINT21)
TABLE NAVE VARCHAR(1024)
INDEX _NAME VARGHAR(1024)
NUMBER_RECORDS BGINTE2!
OATA SIZE BGINTE!
COMPRESSED SIZE BGINTE!
VaRCHAR(S)
10_FIXVARGHARIGH
15 LD VARGHAR()
FAEE PAGE CLOCKBIGINTE)

] INNODB_TRX v
i 0 VARCHAR(18)

rx_stato VARCHAR(13)
{rx_statod DATETIME
1rx_roquostod_lock 18 VARCHAR(S1)
1 wail_staned DATETIME

I weight BIGINT(21)

I mysal hroad i BIGINTE21)
i_auery VARGHAR(102¢)
in_oporaton_siato VARCHAR(64

compRESSET

i tablos_in_uso BIGINT21)
s tables_ocked BIGINTI21)
ook _stucts BIGINT(21)
rx_lock_memory_bytes BIGINT(21) >
rx_rows._ocked BIGINT(21)

rx_rows_modied BIGINT(21)

i concumency_ickets BIGINT(21)

i isoton_Jovol VARCHAR16)

rx_unie_checka INT(Y

rx_foreign_key_checks INT(1)

{rx ast_loreign_Key_eor VARCHARS6)

latched INT(1)

rx_adapive_ hash_timeout BIGINTI21)

654 | Length of the TRX_RSEG_HISTORY list
0 | Current rollback segment size in pages

+t——_——————————_——,—_e—e—e—e—e—e—e—e_——tb—_——_—_————e—ee—e—e—t—_—_——_————_eet———— e =t

] INNODB_BUFFER_POOL STATS. v
POCL 1D BGINTI21)
PoOL_SZEBIGNT(21
FREE BUFFERS BGINTE1)
DATABASE PAGES BIGNT(21)
oLo_oaTABA
MODIFED, DATABASE. PAGES BIGINTEZ!
PENDING DECOMPRESS BIGINTE!
PENDING READS BIGIT(21)
PENDIG FLUSH LRU BIGINT(21)
PENDING. FLUSH LIST BIGNT(21)
PAGES MADE YOUNG BIGNT(21)
PAGES NOT MADE YOUNG BIGINTEZY)
PAGES MADE YOUNG_ RATE DOUBLE
PAGES MADE_NOT_YOUNG_RATE DOUBLE
NUMBER_PAGES_READ BIGNT(21)
NUMBER_ PAGES CREATED BIGNT(21)
NUMBER_PAGES WAITTEN BIGITE2!)
PAGES_ FEAD_RATE DOUBLE
PAGES CREATE RATE DOUBL
PAGES WRITTEN. RATE DOUBLE
NUMBER PAGES _GETBIGNT(21)
HIT_RATE BIGNT(21)
YOUNG MAKE_PER_THOUSAND_GETS BIGNTI21
NOT_YOUNG_MAKE.PER_ THOUSAND_GETS BGINT(2!
NUMBER_PAGES_RIEAD_AHEAD BIGKT(21
NUMBER_READ_AHEAD_EVIGTED BIGINT(2!
READ_AHEAD RATE DOUBLE
AEAD_AHEAD_EVICTED_ RATE DOUBLE
LAU_I0_TOTAL BIGNT21)
LAU_10_CURRENT BGINT21
UNCOMPRESS TOTAL BIGNT(21)
UNCOMPRESS.CURRENT BIGNT(21)

- PAGES BIGINT(21)

* InnoDB Monitor ist jetzt uberflussig!
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NF 5.6 / InnoDB Performance

« Page Cleaner Thread (vorher im Master Thread)

e innodb purge threads kann jetzt > 1 sein

« Kernel Mutex aufgeteilt — verbesserte Concurrency

« Konkurrenzierendes Lesen wahren Sekundare Indexes gebaut
werden

 Schnellere warm-up Phase:
« innodb buffer pool dump at shutdown
« InnoDB REDO Log Grosse bis 512 Gbyte
 InnoDB Thread Scheduling besser bei > 16 Threads
« UNDO Log — Separater TS (random I/O — SSD!)

 Verbesserte Concurrency beim Erweitern von TS Files
(innodb_file per table)
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NF 5.6 / InnoDB

 InnoDB und Optimizer:

* Persistente Optimizer Statistiken
o Steuerung des Statistik Sammelns (ex. Random Dives)

&

www.fromdual.com

SET GLOBAL innodb analyze is persistent = 1;
ANALYZE TABLE valuemaps;
SELECT * FROM mysql.innodb table stats;

o o e - S Sy +
| database name | table name | n_rows | clustered index size | sum of other index sizes |
s S tommmmm e L S +
| zabbix | valuemaps 7 | 1| 1|
o meeee T O e s +

 Deadlocks gehen jetzt ins Error Log

« innodb print all deadlocks
 InnoDB Page Size kann jetzt sein: 16k, 8k, 4k (OLTP)

« innodb page size
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NF 5.6 / Replikation (1)

* Globally Unique Server ID

cat $datadir/auto.cnf

[auto]
server-uuid=db731167-2bd4c-11el-928c-bcaec586cab65

 Transaktions Basierte Replikation (TBR?)

* Global Transaction Identifiers (GTID)
« Keine M/S Inkonsistenzen mehr moglich (RBR)!?!
 Noch etwas wenig geschmeidig / komplizierter

=
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NF 5.6 / Replikation (2)

 Crash safe Binary Logs

« Volilstandige Events/Trx werden geloggt (Master und
Slave)

 Event-Lange + CRC32 Checksumme

« Slave Log Tabellen: master.info und relay-
log.info zusatzlich in (MyISAM :-( ) Tabellen

« slave master info +slave relay log info

« —» Umwandeln in InnoDB!

TABLE
TABLE

master-info-repository
relay-log-info-repository
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 Row Image Control
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 RBR

* Verringert: Plattenplatz, Netzwerk Ressourcen,
Speicher
binlog row image = {full | minimal | noblob}

 Delayed Replikation
 Fruher mk-slave-delay (Maatkit)

CHANGE MASTER TO MASTER DELAY

n,
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NF 5.6 / Replikation (4)

« Parallele Event Ausfuhrung (multi-Threaded
Slave)

e slave parallel workers = <n>

« Parallelisieren pro Schema
 Gut fur Hoster mit Traffic auf vielen Schemata!

slave parallel workers = <n>

e Slave kann auf ein Netzwerk Interface gebunden
werden:

MASTER BIND='ethl'

12720
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NF 5.6 / Replikation (5)

 Remote Binary Log Shipping:

mysqlbinlog --read-from-remote-server
--raw bin-1og.000001 > bin-
1log.000001.dup

« Timestamp in SHOW SLAVE STATUS:

SHOW SLAVE STATUS\G

Last IO Error Timestamp: 120130 16:59:12
Last SQL Error Timestamp:
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NF 5.6 / Partitionen

« Explizite Wahl der Partition:

SELECT *
FROM sales PARTITION (p2010, p2011)
WHERE sum < 100;

— Achtung: Implizite WHERE Klausel!
« Austauschen von Partitionen mit Tabelle:

ALTER TABLE sales_hist
EXCHANGE PARTITION p2011
WITH TABLE sales;

« ETL, DWH
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NF 5.6 / Optimizer

Query Execution Plan (QEP) fur DML Statements!

Optimizer Trace!

Batched Key Access (BKA) — verbesserte JOIN Performance
Multi-Range Read (MRR)

— Optimierter Range Scan auf sekundaren Indices
Index Condition Pushdown (ICP)

— WHERE wird in der Storage Engine ausgewertet

Optimierung von Derived Tables (in FROM Klausel)

— Materialsierung wird spater ausgefuhrt und Index auf Derived Table
erstellt

ORDER BY auf nicht indexierte Spalten

— sort buffer Sort Merge Passes werden vermieden
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NF 5.6 / Performance Schema

« MySQL hat mit 5.5 das P_S eingefuihrt

* Die Idee dahinter: Miss alles!

« Hat Einfluss auf Gesamtperformance (5 — 10 %)!
* Neue Messpunkte in 5.6 fur:

 Table read und write (row-level accesses)

« Stages und Statements (stage = State)

« Connections, Sockets
« Table Lock Wait Events
e Table und Index I/0O Wait Events

 Filter nach

e Thread
 Objekt
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+-————- e e T Fom - +-—— - Fmm - +
| user | event name | tmp disk tables | tmp tables | sort merge passes |
+-————- e et T e i L t-—m - e e e +
| root | select | 0 | 1 | 0 |
| root | show databases | 0 | 4 | 0 |
| root | show_tables | 0 | 20 | 0 |
| root | show fields | 2 | 2 | 0 |
| root | show variables | 0 | 91 | 0 |
R R B T e O T e +
t-—m - +-—mm e — - - tmmm - tmmm - +
| table name | timer read | timer insert | timer upate | timer delete |
$-—m - +-——m - dommmm - +-—m - tmm - +
| leads | 0.0259 | 0.0000 | 0.0000 | 0.0000 |
| src | 1.8537 | 0.0000 | 0.0000 | 0.0000 |
| test | 0.3186 | 2.0249 | 1.3156 | 0.0006 |
t-—m - +-——mmm———— - Fmmmm - t-mm - t-mm - +

17120



&

w

www.fromdual.com

NF 5.6 / Verschiedenes

* Bruchteile von Sekunden
 Bis Mikrosekunden (0.000001 s)
« GET DIAGNOSTICS
 Fur Fehlersuche in Stored Programs
* Authentisierung uber Plugin (Socket)

* Memcached Plug-in
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NF 5.6 / Zusammenfassung

 +400 Bugs gefixed!

 Code wurde aufgeraumt

 Und viele, viele weitere kleine Neuigkeiten...
 Achtung: Auch einige Inkompatibilitaten!

— vor Upgrade gut testen! Wir helfen gerne...
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Q&A

E'."

L

[=]

Wir haben Zeit fur ein personliches Gesprach...

10

=1

Fragen ?

Diskussion?

« FromDual bietet neutral und unabhangig:
« MySQL Beratung

« Remote-DBA MySQL
« Support fur MySQL und Galera

« MySQL Schulung
www.fromdual.com/presentations
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